Women Don’t Run?
Election Aversion and Candidate Entry*

Kristin Kanthak†Jonathan Woon‡
University of PittsburghUniversity of Pittsburgh

Forthcoming, American Journal of Political Science

July 15, 2014§

*Running title: Election Aversion
†Associate Professor, Department of Political Science, kanthak@pitt.edu, 4815 Wesley W. Posvar Hall, Pittsburgh, PA, 15260
‡Associate Professor, Department of Political Science and Pittsburgh Experimental Economics Laboratory, woon@pitt.edu, 4814 Wesley W. Posvar Hall, Pittsburgh, PA, 15260 (corresponding author)
§This research is supported by the National Science Foundation under Grant No. SES-1154739 and was approved by the University of Pittsburgh Institutional Review Board under protocol PRO10090340. For helpful comments and discussions we thank Eric Dickson, Sera Linardi, Rose McDermott, Lise Vesterlund, Rick Wilson, the editor, anonymous reviewers, and seminar participants at the Ohio State University and the University of Amsterdam. A previous version was awarded the Betty Nesvold Award for the best paper in women and politics presented at the 2013 Western Political Science Association conference, and previous versions were also presented at the 2013 Miller and Stokes Conference at Vanderbilt, 2013 European Consortium of Political Research, 2012 Meeting of the International Society of Political Psychology, 2012 NYU-CESS Experimental Political Science Conference, the 2011 Midwest Political Science Association meeting, the 2011 American Political Science Association annual meeting, and the 2011 North American Economic Science Association conference. For capable research assistance, we thank Zac Auter, Ian Cook, and Molly Girts. Replication data set and files can be found at http://www.pitt.edu/~woon/data and the AJPS Dataverse.
Abstract

To study gender differences in candidate emergence, we conduct a laboratory experiment in which we control the incentives potential candidates face, manipulate features of the electoral environment, and measure beliefs and preferences. We find that men and women are equally likely to volunteer when the representative is chosen randomly, but that women are less likely to become candidates when the representative is chosen by an election. This difference does not arise from disparities in abilities, risk aversion, or beliefs, but rather from the specific competitive and strategic context of campaigns and elections. Thus, we find evidence that women are election averse whereas men are not. Election aversion persists with variations in the electoral environment, disappearing only when campaigns are both costless and completely truthful.

KEYWORDS: CANDIDATE EMERGENCE, GENDER, ELECTIONS, INCENTIVES, EXPERIMENT
Legislatures in the United States and around the world are becoming increasingly diverse yet remain unrepresentative. From 1945 to 2012, the number of minority members of Congress rose from 3 to 90 and the number of women rose from 11 to 102. Nevertheless, Congress remains 83% white and 83% male. In the states, 89% of legislators are white and 86% are male. Similarly, the number of women in legislatures around the globe has increased fourfold since 1945 but men still hold 88% of worldwide legislative seats.

The lack of diversity in contemporary legislatures is a significant problem not only from the perspective of descriptive representation and identity politics, but also for democratic decision-making in general. Diverse groups can make better decisions than homogeneous ones because diverse perspectives offer the potential for creative decisions (Page 2007). For example, groups with more women tend to work together more effectively (Woolley et al. 2010). In politics, legislatures with more women enjoy greater legitimacy for their decisions (Schwindt-Bayer and Mishler 2005), women tend to be more effective legislators (Anzia and Berry 2011, Volden, Wiseman and Wittmer 2013), and their presence mitigates the deleterious effects of ideological preference divergence (Kanthak and Krause 2010, 2012). To effectively represent constituents’ interests requires legislators to have a variety of strengths, cognitive styles, and interpersonal skills. The diversity of legislatures is therefore central to representation properly understood. But why aren’t legislative bodies more diverse?

Political scientists have identified many reasons for the lack of diversity. Voters’ stereotypes (Huddy and Terkildsen 1993), partisan politics (Wolbrecht 2000), or an otherwise skewed electoral process might be to blame (Sanbonmatsu 2006). But we also know that when women run for office, they win with at least as much frequency as do men (Darcy, Welch and Clark 1994). Recent scholarship has therefore focused instead on the question of candidate emergence (Lawless and Fox 2005). The decision of whether or not to run comes down to a variety of considerations, including incumbent characteristics (Stone and Maisel 2003), the potential candidate’s current position (Johnson, Oppenheimer and Selin 2012),
outside recruitment (Fox and Lawless 2010), district magnitude (Matland and Brown 1992), party politics (Matland and Studlar 1996), or political efficacy and ambition (Campbell and Wolbrecht 2006, Fox and Lawless 2011, Maestas et al. 2006). Furthermore, although gender quotas have been brought to bear to address the issue in many countries worldwide (Krook 2009), their ability to challenge the majority status of men has been limited (Hughes 2011).

We propose an additional, distinctly behavioral explanation: Women may be more election averse than men. Even if potential candidates have the same qualifications, harbor the same ambitions, face the same incentives, and confront the same unbiased voters and electoral institutions—in short, encounter identical decision problems—the fact that representatives are chosen by electoral means is enough to dissuade women from putting themselves forward as candidates. To be clear, we claim neither that such a behavioral difference is the exclusive cause of under-representation nor that it is in any way innate or intrinsic.¹ Rather, this behavioral difference constitutes a distinct and powerful contributing factor that complements existing explanations.

Importantly, it is extremely difficult to use observational or survey data to disentangle election aversion from other inputs to the decision-making process, such as the desire to hold office, confidence, efficacy, recruitment, family obligations, or expectations of bias. But we can overcome these inferential challenges using experimental methods.² By controlling the incentives that potential candidates face, ensuring their identities remain anonymous, manipulating features of the electoral environment, and measuring crucial factors such as ability, risk preferences, and beliefs, our design rules out many alternative explanations. The strength of our study is its high internal validity.

¹See, for example, Gneezy, Leonard and List (2009), whose findings suggest different behavior in matri-lineal societies than in societies in which men have traditionally played the role of leader.

²Experimental elections are well-trodden ground in political science, having been called to task in, for example, studies of candidate positioning (McKelvey and Ordeshook 1985, Morton 1993), minority representation (Gerber, Morton and Rietz 1998), pivotal voting (Battaglini, Morton and Palfrey 2010, Duffy and Tavits 2008), accountability (Landa and Duell Forthcoming, Woon 2012a), and turnout (Feddersen, Gailmard and Sandroni 2009, Grosser and Schram 2006, Levine and Palfrey 2007). The laboratory therefore provides an ideal and familiar setting with which to test for behavioral differences in decision-making (Woon 2012b).
The results indeed point to gender differences in election aversion. Both men and women volunteer to be the representatives of their groups at equal rates, and they are equally responsive to task ability, provided that the selection of the representative does not involve an election. However, when selection does involve an election, women’s willingness to represent decreases substantially. Furthermore, we show that the decline in candidate entry cannot be attributed to differences in ability, confidence about relative ability, or risk aversion. Instead, our findings indicate twin concerns: Campaigns are at once too costly and too noisy affairs. Women’s entry into the candidate pool increases only if we simultaneously guarantee that campaigns are completely truthful and eliminate the private costs of running for office.

**Experimental Design**

Do men and women make different choices about becoming candidates when faced with the identical decision problem? If we could control for a variety of external and preference-based factors, such as differences in ambition, efficacy, political socialization, familial responsibilities, access to campaign fundraising money, and political networks, would we still find behavioral evidence of gender-based election aversion? And if we establish that there are fundamental behavioral differences, do they stem from differences in underlying abilities, confidence in those abilities, and risk preferences, or do such differences arise instead from the very nature of electoral competition?

Several features of the design are critical to answering these questions. First, the experiment revolves around an objective problem-solving task. Performance on the task serves as an observable and objective measure of underlying ability, which we can think of as the laboratory analogue of policy-making ability—in other words, the potential quality of the representative. Such underlying abilities are impossible to observe using non-experimental data. Second, the monetary payment scheme ensures that all members of a group have com-
mon incentives to select the highest ability member as their representative. The alignment of individual and group interests eliminates competitive pressures and other-regarding tendencies from the decision problem. It also controls for heterogeneity in the value of holding office that is likely to exist between individuals and abstracts away from other sources of political conflict. Third, we compare the decision to enter the pool of potential representatives under alternative group selection mechanisms, varying whether or not the mechanism involves an election as well as varying the features of the campaign environment while holding the payoff structure fixed. By experimentally manipulating the selection mechanism, we carefully assess whether gender differences arise from differences in relative confidence in ability or depend on specific aspects of electoral competition. Fourth, we use a set of additional incentivized tasks to measure subjects’ beliefs and risk preferences, which are potential sources of between-gender heterogeneity that would otherwise be unobservable. In all, our design takes advantage of many of the benefits of laboratory experimentation to strengthen the internal validity of our research findings.3

Addition Task

As the task for our experiment, we selected the Five-Minute Addition Task used by Niederle and Vesterlund (2007) to study preferences for competition. It involves computing the sum of five randomly selected two-digit numbers and doing as many of these sums as possible correctly within five minutes. For our purposes, the Addition Task has several desirable properties. It is specifically void of ideological or political content, which controls for subjects’ knowledge and interest in particular political questions of the day. It is also a task for

3For the purposes of minimizing unobserved heterogeneity and enhancing internal validity, the use of a student sample is also an important feature of the experimental design: Undergraduates are at similar life stages, not yet having embarked on their careers or started their families, and their youth and education should also make them less susceptible to gender-based social constraints on running for office. A related concern, external validity, is “whether the causal relationship holds over variation in persons, settings, treatment variables, and measurement variables” (Shadish, Cook and Campbell 2002, p. 38), but as many authors note, assessing external validity requires replication across different populations and contexts within a sustained program of research (Aronson and Carlsmith 1990, Druckman and Kam 2011, McDermott 2011, Morton and Williams 2010).
which there is heterogeneity between subjects and that previous research suggests is gender neutral. Figure 1 illustrates the computer interface for the task, which we implemented in z-tree (Fischbacher 2007).  

Even though previous studies using the Addition Task demonstrate there are no gender differences in performance, the fact that the task involves doing math problems raises the possibility that stereotypes or stereotype threat—the concept that cuing on gender may decrease performance on the gendered task (Spencer, Steele and Quinn 1999, Steele and Aronson 1995)—may play a role in the decisions of interest. That is, if negative stereotypes are deeply held, they might adversely influence women’s abilities to perform the task well and therefore their decisions about representing their group. In our view, this is actually a desirable feature of our experimental design for the simple reason that politics, like math, is traditionally viewed as a task that belongs in the masculine domain (Conway, Steurnagel and Ahern 1997) and therefore provides us with a harder test of election aversion than if we were to use a gender neutral or feminine task. Nevertheless, we took precautions to guard against this (while also being careful not to specifically cue gender) by informing subjects that the “task has been chosen because there are no differences based on education level, socio-economic status, gender, or race in the ability of people to perform the task well.”

---

4 After a subject entered a sum in the computer, the computer immediately presents the next series of random numbers and simultaneously provides feedback about whether or not the previous sum was correct as well as a running tally of the number of correct sums. Subjects were not allowed to use calculators, but could use scratch paper to complete the task.
Indeed, Spencer, Steele and Quinn (1999) demonstrate that simple cues such as this are effective at removing stereotype threat.  

**Procedures**

We conducted our experiments using the Pittsburgh Experimental Economics Laboratory at the University of Pittsburgh. A total of 350 subjects (173 men and 177 women) participated in the experiment. In each session of the experiment, we aimed to recruit 20 participants (equally divided between men and women), and each of these sessions lasted about an hour. All interaction between subjects took place anonymously via a computerized interface, thus mitigating any potential effects of women’s perceptions that voters may be biased against them. Subjects were assigned ID numbers and were identified in their interactions with other group members only by their ID number. While subjects could observe the gender of the other participants in the session, we randomly assigned them to four groups of five members so that they would know neither which of the other participants were in their group nor their group’s exact gender composition.

The procedures were divided into five parts, and at the beginning of each part we distributed and read the instructions aloud for that part of the experiment (so that the anticipation of the later part of the experiment would not influence choices in the prior parts). At the end of the experimental session, subjects completed a questionnaire that included demographic questions, one of the five parts was randomly selected for payment (to guard against subjects using one part to hedge against decisions in other parts), and subjects were paid privately in cash. In addition to their earnings from one of the parts of the experiment, subjects received a $7 “show-up fee.”

5We address these issues in greater detail in the theoretical analysis. In related work, using an anagram task that is typically perceived as gender neutral, we also find entry patterns similar to those reported here.  
6See the Appendix for detailed information about sample characteristics, randomization checks, and session information, as well as the full text of the instructions. We met our balanced gender recruitment target for 14 out of 18 sessions, and (as reported in the Appendix) our conclusions are robust to the exclusion of the unbalanced sessions from the analysis.
In Part 1, we introduce the Addition Task and incentivized subjects' performance using a simple *Piece Rate* compensation scheme. Each subject earns 75 cents for each correct sum if this part is selected for payment and receives feedback only about his or her own individual performance. No subject learns anything about the performance of the other members of the group. The purpose of Part 1 is for subjects to learn their ability in absolute, but not relative, terms.

In Part 2, we introduce *Group Representation*. Subjects first decide whether or not they are willing to be selected as the group representative, and then a representative is randomly selected from the set of willing members of each group.\(^7\) We deem such willing members *volunteers* (although we do not use the term in our instructions so as not to induce or activate social desirability, norms, or other-regarding preferences). Subjects then repeat the task and, if Part 2 is selected for payment, are paid for their own performance plus the performance of the representative according to one of two incentive schemes. (The incentive scheme is the same for all subjects within a session and is thus a between-session manipulation.)

The two incentive schemes for Part 2 differ only in terms of whether they include an additional private cost and benefit of volunteering for office. In the first variant (denoted *VNO*), subjects are paid 50 cents for each of the representative's correct answers plus 25 cents for each of their own correct answers.\(^8\) Note that subjects maximize their payoffs (both individually and collectively) if the highest performer in the group is selected as the representative, and thus group members' preferences are aligned. As we will explain in the theoretical analysis, the decision to volunteer should primarily depend on subjects' beliefs about relative ability and therefore Part 2 serves as our non-electoral baseline for comparison.

In the second variant of the payment scheme for Part 2 (denoted *VCB*), we introduce additional costs and benefits. In addition to the 50 cents for each of the representative's

---

\(^7\)If no group member is willing, we randomly select one member from all members of the group.

\(^8\)Although we provide feedback about subjects' own performance on the task in Part 2, we do not provide feedback about payoffs or the representative's performance until the end of the experiment so that subjects do not gain any information about relative abilities.
correct answers and 25 cents for each of their own, volunteers earn an additional $2 bonus for being selected as the representative and pay a cost of $1 for volunteering (regardless of whether or not she was selected). These represent the private costs and benefits associated with participating in the selection process that are distinct from the common benefits associated with selecting a high quality representative.

Part 3 is identical to Part 2 except that we replace the random selection mechanism with an *Election* for selecting the group representative. As in Part 2, subjects first choose whether or not they want to be considered to be the representative—that is, they choose whether or not to become a *candidate*. Candidates then engage in a brief “campaign” and every group member votes for one of the candidates; voting for oneself is permitted and no abstentions are allowed. The group’s representative is then selected by plurality rule with ties broken randomly. After the election, subjects repeat the Addition Task and are paid for performance on the task the same way as in Part 2 (depending on the session, either *VNO* or *VCB*). The incentives for selecting the highest performer are therefore the same as in Part 2, and the only difference is the selection mechanism.

If there are two or more candidates in their group, subjects engage in one of two possible kinds of campaigns. The type of campaign is a between-session manipulation and is therefore the same for all subjects within a session. In a *Chat* campaign, each candidate writes a brief text message (no more than 150 characters), and this message is the only information that other group members have when they vote. Candidates can write whatever they like, so the message is “cheap talk.” Indeed, if subjects choose to do so, they can lie about their past performance on the task. In a *Truth* campaign, subjects do not actively send messages. Instead, every candidate’s Part 1 score is revealed to the group, and this is the only information group members have when they vote. Thus, we compare a campaign environment that allows for the possibility of misinformation and strategic communication against one in which the only information voters have is truthful and payoff relevant.
Figure 2 clarifies the design and summarizes the three experimental manipulations: whether or not the selection mechanism involves an election, whether or not there are additional costs and benefits of participating in the selection process, and whether the election allows candidates to be free to campaign or if voters are automatically provided truthful information about candidate quality. The first manipulation provides for a within-subject comparison of volunteering in Part 2 with candidate entry in Part 3. The latter two manipulations imply a $2 \times 2$ factorial design that provides for between-subject comparisons. The resulting four “treatments” of the design are chat with costs and benefits (CCB), chat without costs and benefits (CNO), truth with costs and benefits (TCB), and truth without costs and benefits (TNO).

Part 4, which we called Estimation, involves an incentivized measurement task in which we elicited subjects’ beliefs about other group members’ performance and entry decisions. This task is important for assessing whether gender differences may be due to otherwise unobserved heterogeneity in relative confidence between men and women. We asked subjects to guess the Part 1 scores of the other four members of their group by rank order (highest,
second highest, etc.) and rewarded them for their accuracy. In addition to asking about scores, we also asked subjects to guess what the other members’ decisions were—to volunteer or to run—in Part 2 and Part 3 and paid them for each decision guessed correctly. To guard against hedging, if Part 4 was selected for payment, we randomly selected a set of guesses corresponding to only one of the other members for payment.⁹

Our method of belief elicitation provides us with enough information to compute subjects’ beliefs about the abilities of the pool of volunteers and about the pool of candidates by combining information about their guesses of Part 1 scores with their guesses about the Part 2 and Part 3 decisions. Similarly, it is straightforward to use a subject’s own task performance to determine how they think they measure up in comparison with the other subjects in their group; that is, we can use a subject’s actual score and their elicited beliefs to assess relative confidence.

In Part 5, we measured risk preferences with an incentivized Lottery Choice task. The choice task we designed is similar to Holt and Laury (2002) except that we tailored the lotteries to correspond to potential payoffs from Part 2 of the experiment (random selection without costs and benefits). We presented subjects with a series of 9 binary choices between a riskier lottery (corresponding to not volunteering) and a less risky lottery (corresponding to volunteering).¹⁰ Because the latter gamble is less risky, subjects who exhibit greater risk aversion will require higher expected values of the risky option before switching; thus, the number of times a subject chooses the safer option is a measure of risk aversion.

### Theoretical Analysis

To understand how our experimental design allows us to draw careful inferences about the various factors that might affect the decision to represent one’s group, it is crucial that we

⁹See the Measurement Appendix and the Sample Instructions for complete details.

¹⁰More specifically, to construct the lotteries, consider a situation in which a group member with a score of 10 believes that two other group members with scores of \(x\) and \(x + 10\) have volunteered. Each binary choice corresponds to an integer value of \(x\) between 1 and 9. As \(x\) increases, the expected value of not volunteering increases. See the Measurement Appendix for further details.
analyze the incentives that group members face. By doing so, we can form clear expectations regarding the ways in which alternative assumptions would lead to observable differences in behavior so that we may be able to properly interpret our results. The starting point for the analysis is to consider the decision from the perspective of a risk neutral, payoff-maximizing individual. This provides us with a gender-neutral benchmark for behavior. We then consider how gender differences in abilities, beliefs about ability, beliefs about electoral competition, and risk preferences would lead to different patterns of behavior under alternative selection mechanisms.

Volunteers: Ability and Confidence

The volunteering decision provides us with a benchmark case in which all subjects share the common goal of selecting the best representative and in which election-specific factors are absent. Under the random selection mechanism without costs and benefits (VNO), an individual’s decision comes down to a comparison of only two factors: her own score and her subjective beliefs about other volunteers’ scores. If she is risk neutral, she will volunteer if she believes her score $s_i$ to be above the average score of the other volunteers: $s_i \geq E[v_j]$, where $E[v_j]$ represents her belief about the average score of other volunteers $j \neq i$. The intuition is straightforward.\(^{11}\) Given random selection, each volunteer is equally likely to be selected as the group’s representative. If her score is above $E[v_j]$, then volunteering raises the expected score of the group’s representative, but if her score is below $E[v_j]$, then volunteering lowers it.

This simple decision rule has direct implications for the conditions under which we would observe gender differences in candidate entry. If there are no differences in performance and if men and women have identical beliefs about the pool of volunteers, then we would not expect to observe differences in volunteering decisions. Conversely, we would expect

\(^{11}\)See the Theoretical Appendix for a comprehensive formal analysis. Note that while we state the decision rules as cutoff rules, it is straightforward to extend the analysis to a random utility framework. Doing so implies that the probability of volunteering is increasing in $s_i$ and decreasing in $E[v_j]$, which has direct implications for a probit model.
to observe differences under either of two conditions. If beliefs are the same but there are differences in performance (i.e., men tend to do better on the task), then men would be more likely to volunteer than women, essentially corresponding to a scenario in which men are objectively “more qualified.” Alternatively, if task abilities are the same but there are differences in beliefs (i.e., men believe others’ scores are lower than women believe them to be), then men in this scenario would also be more likely to volunteer than women—a scenario in which men are “overconfident” and women “underconfident.”

We chose the Addition Task in part because it has the potential to induce differences in beliefs. If the simple fact that the task involves math primes negative stereotypes that women hold about their math abilities, then they may systematically believe themselves to be “less qualified” even if they have the same ability. Our design specifically tests this possibility in several ways. First, if this stereotype explanation for gender differences is correct, then when we control for ability, we should see that women are less likely than men to volunteer absent electoral considerations—that is, in the VNO and VCB conditions. Second, we should observe that men and women give systematically different responses in our belief elicitation task, with women believing that the average score of other group members is higher than what men believe it to be. Third, if stereotypical beliefs account for women’s candidate entry decisions, then we should not observe any change in the entry gap when we manipulate the selection institution. Thus, if men and women exhibit the same behavior in the volunteer conditions but their behavior differs in the electoral conditions, then we must attribute those differences to something other than abilities or confidence.

Another avenue through which the math task might induce gender differences in behavior is not through beliefs in the decision calculus but instead by depressing women’s performance on the task itself. This distinct phenomenon is referred to as stereotype threat. As Spencer, Steele and Quinn (1999) define it, stereotype threat occurs when “one’s performance in situations where that ability can be judged comes under an extra pressure—that of

\[ \text{Throughout our discussion, it should be understood that the usual “ceteris paribus” assumption applies.} \]
possibly being judged by or self-fulfilling the stereotype—and this extra pressure may interfere with performance” (p. 6, emphasis added). We believe this unlikely because, as Spencer, Steele and Quinn (1999) demonstrate, stereotype threat manifests in difficult tasks (such as GRE exams) rather than easy tasks (such as simple arithmetic problems, like ours) and can be eliminated when the task is presented as gender neutral (which we do). Even so, because stereotype threat operates through task performance independent of the institutional environment, we should see the effects of stereotype threat in both electoral (candidate) and non-electoral (volunteer) settings. And we cannot overemphasize the fact that math-induced stereotype threat is a factor that can only operate by depressing task performance. If gender differences vary across the selection mechanisms, then we would be able to eliminate stereotype threat as a potential confounding factor in our study.

**Candidates: Election Aversion**

If candidate entry decisions hinge on factors related specifically to electoral competition—such as inhibitions about asking for votes or a lack of trust in the electoral system—rather than on abilities or confidence in one’s relative ability as a representative, then we would expect to see gender differences arise not in the volunteering decisions (Part 2) but in the candidate entry decisions (Part 3). In other words, because Parts 2 and 3 differ only in the selection mechanism and are otherwise identical in terms of the task and payoffs, if we observe that men and women volunteer at equal rates but that women choose to become candidates less frequently than men, then we can uniquely attribute the difference in behavior to what we call *election aversion*.

We posit two specific sets of beliefs related to election aversion. The first factor is an individual’s beliefs about electoral competition. Individuals are more likely to run if they expect fewer other group members to run. Therefore, if men and women hold different beliefs about the degree of competition (i.e., if men underestimate or women overestimate what they believe the competition level to be), then men would be more likely to seek the more difficult task (as the Republican candidate), compared to women (as the Democrat candidate).

---

13See the Theoretical Appendix for a precise formalization and comprehensive analysis.
it), then we would expect to see gender differences in candidate entry decisions but not in volunteering decisions, even holding ability constant.

The second factor is an individual’s beliefs about the informativeness of campaigns. Beliefs about the informativeness of campaigns depend, in turn, on the degree of honesty one expects of other group members as well as one’s own aptitude for conveying to others his or her own task ability. Gender differences in elections might therefore arise if men and women hold different beliefs about the nature of elections. We would expect women to be less likely than men to run if they believed elections were less informative—in other words, if they tend to believe (more than men do) that elections are less about merit and more about strategic posturing, misrepresentation, or vote-seeking.

We experimentally manipulated the informativeness of the selection mechanism in order to test for gender differences in election aversion and to assess whether such differences arise from beliefs about elections. On the one hand, the Truthful campaigns are guaranteed to be perfectly informative. There is no concern that candidates will misrepresent their scores or that a candidate’s report about her score will not be believed. The TNO and TCB conditions therefore represent situations in which all group members must believe that elections are perfectly informative, as differences in such beliefs cannot explain differences in behavior. On the other hand, if one believes an election to be a completely random event in which every candidate is equally likely to win, then such an election would be identical to the random selection mechanism in the Volunteer conditions.

Differences between men and women’s expectations about the nature of elections will have the greatest effect on decisions in the Chat environment, as the informativeness of the campaign in the CNO and CCB conditions arises endogenously from group behavior. Thus, we can draw inferences about whether gender differences arise from such beliefs by comparing behavior in the Chat conditions to the behavior in the other conditions. If men and women alike believe that campaigns tend to be truthful, then there would be no differences in behavior between the Chat and Truthful conditions. Similarly, if men and women alike
believe that campaigns and elections are completely random, then there would be no differences in behavior between the Chat and Volunteer conditions. But if women tend to be more pessimistic about elections or their electoral prospects (for example, fearing their campaigns to be less effective than others’ or that other candidates will distort their messages substantially) then we expect to observe fewer women candidates in the Chat conditions than in either the Truthful or Volunteer conditions.

Our experimental manipulations therefore allow us to test for the existence of election aversion and to identify its potential sources by examining the patterns of gender differences produced by our alternative institutions. If we observe gender differences in the Chat conditions but not in the Volunteer decisions, then we will be confident that elections themselves are a cause of the gender gap in candidate decisions. If this gap shrinks or disappears when campaigns are Truthful, then we can attribute election aversion to beliefs about the informativeness of the election. Otherwise, our theoretical analysis implies that different beliefs about the competitiveness of elections might be to blame, and this can be tested directly using data from our belief elicitation task.

Risk Aversion

The above arguments seem to depend on the assumption that men and women are both risk neutral, but prior research suggests that women tend to be more risk averse than men (Croson and Gneezy 2009, Eckel and Grossman 2002). Risky decisions are those for which there is greater uncertainty—more specifically, greater variance—in the outcomes. Individuals who are risk averse prefer to avoid or minimize the amount of such uncertainty. To determine how risk aversion affects the decision to run for office we must therefore consider whether it is more or less risky to be a candidate. Note that the risky outcome in question is the representative’s score, and so an individual’s decision rule must take into account whether being a volunteer or candidate increases or decreases the variance of this outcome.
In general, there is less risk in being willing to be the representative than in not being so willing. The reason is that an individual is much more certain about his or her own score than the scores of others. By volunteering or running for office, an individual increases the probability that her own score will be the representative’s score, thereby reducing the variability of the overall outcome. Formally, risk aversion lowers the threshold for entry. Stated more intuitively, risk averse subjects prefer to volunteer because there is a greater chance that the representative’s score will be one they know (their own) than one they don’t (another group member’s score). This argument also holds if subjects view their own scores as variable rather than fixed.\textsuperscript{14}

If women are generally more risk averse than men, then they will be more likely to volunteer than men with the same ability and beliefs, especially in the VNO condition. Of course, this prediction also depends on whether or not subjects correctly recognize that their entry decisions reduce uncertainty. Nevertheless, we emphasize that if differential risk aversion contributes to gender differences in entry decisions, we would expect to observe such differences across all conditions of our experiment. That is, differences in risk aversion would not explain differences between the volunteering or candidate entry decisions or between candidate decisions when there are differences in the campaign environment.\textsuperscript{15}

\textsuperscript{14}More formally, suppose that an individual’s performance on the task is a function of underlying ability $a_i$ and some random noise $\varepsilon_i$; that is $s_i = a_i + \varepsilon_i$. Because others’ scores are unknown, $a_j$ for $j \neq i$ is a random variable and the variance of some other group member’s score $s_j$ is $\text{Var}(s_j) = \text{Var}(a_j) + \text{Var}(\varepsilon_j)$. However, because $a_i$ is known, the variance of one’s own score is $\text{Var}(s_i) = \text{Var}(\varepsilon_i)$, which will be lower than $\text{Var}(s_j)$ if $\text{Var}(\varepsilon_j) \geq \text{Var}(\varepsilon_i)$. Even if an individual thinks her own score is more variable than others’, it is still likely that the variance of $a_i$ is lower than the variance of $a_j$; in order for volunteering to be the riskier decision, one’s own performance variance $\text{Var}(\varepsilon_i)$ must exceed the combined variance of others’ scores $\text{Var}(a_j)$ and their performance variance $\text{Var}(\varepsilon_j)$.

\textsuperscript{15}We can also test this explanation directly using our elicited measure of risk preferences, which provides a measure of the curvature (local concavity) of subjects’ utility for money. While our conception of risk preference stems directly from expected utility theory, even if we adopted a psychological conception of risk attitudes (e.g., Weber, Blais and Betz 2002), such a theory would also predict the same patterns of behavior across institutions. That is, if gender differences in psychological risk attitudes account for the gender gap in candidate entry, then we would observe this gap across both volunteering and candidate entry decisions.
Results

Who Volunteers? Who Runs?

Our results demonstrate that men and women make the same choices when faced with the decision to volunteer but reveal dramatic differences in how men and women approach the question when the selection of a representative requires an election. Figures 3 and 4 present the main results for subjects’ willingness to be the group representative for each of our selection mechanisms. As shown in Figure 3, when selection is random, both men and women are very likely to volunteer in the baseline VNO condition (Part 2 without private costs and benefits), and they do so at similar rates (83.3% and 82.2%, respectively, $\chi^2(1) = 0.04, p = 0.84$). Adding costs and benefits decreases the rates of volunteering (to 69.9% for men and 72.4% for women), but the rates remain similar and statistically indistinguishable ($\chi^2(1) = 0.13, p = 0.72$). These results indicate that we have successfully controlled for gender-based differences in ambition. Because the task is identical in the volunteer and election treatment, any desire to hold office would affect the decision in both stages equally. Given the fact that we do not see gender-based differences in the volunteer decision, if either relative confidence in ability or level of ambition are the major factor determining whether or not subjects are willing to represent their group, we would also not expect to see differences in the candidate decisions.

Yet this is not the case. Figure 4 shows that there are substantial gender differences in the willingness to enter the pool of potential representatives when the selection mechanism involves an election. In the CCB condition, which reflects two important features of electoral processes we believe operate in real world environments (campaigns and private costs and benefits), the percentage of male candidates (72.5%) remains similar to the percentage of male volunteers in the VCB condition. But the percentage of women who run drops substantially, to 50%, and this difference between men and women is statistically significant ($\chi^2(1) = 4.27, p = 0.04$).
Figure 3: Volunteer choices

Figure 4: Candidate entry choices
The results also show that when we experimentally manipulate only one of the electoral factors, women continue to exhibit a high degree of election aversion while men choose to become candidates at the same rates that they chose to volunteer. In the \textit{CNO} condition, when we remove costs from the electoral environment while retaining chat campaigns, 60\% of women run for office compared to 78\% of men, and this gender gap is also statistically significant ($\chi^2(1) = 3.79, p = 0.05$). Similarly, in the \textit{TCB} condition, when we retain costs but make campaigns truthful, 55.3\% of women run, while 72.1\% of men do (however, this difference does not reach conventional levels of statistical significance, $\chi^2(1) = 2.72, p = 0.10$).

The exception to this pattern occurs when we simultaneously guarantee that elections truthfully reveal candidates’ abilities and remove the direct costs of entry. In the \textit{TNO} treatment, 80\% of women run for office, a rate that is statistically indistinguishable from that of men (82.5\%, $\chi^2(1) = 0.08, p = 0.78$) and comparable to the rate of volunteering in the \textit{VNO} condition.\textsuperscript{16} The prospect of campaigning and of bearing the costs of participating in the electoral process each appear to be individually sufficient to cause greater election aversion in women while having no effect on men.

Our findings point to three broad conclusions about gender and election aversion as a distinct behavioral phenomenon. First, our results demonstrate that men and women differ dramatically in their willingness to stand for election, even in the absence of external forces that the extant literature suggests are important, such as family obligations, access to money, or political socialization. Second, and more significantly, because we find that women and men volunteer at similar rates, neither the relative lack of confidence in ability nor differences in risk aversion appear to explain these gender differences, which instead

\textsuperscript{16}The fact that our manipulation of the electoral institution eliminates the gender difference constitutes evidence against several alternative explanations. As we explained in the theoretical analysis, even if we do not have good measures of risk preferences or attitudes, the results of the \textit{TNO} treatment effectively rules out differences in risk aversion as the source of the gender difference. This also holds for unobserved differences in beliefs about the variability of task performance, expectations of future performance, or altruism and other-regarding preferences. It also rules out the possibility that women are more likely to engage in “volunteer rolloff” due to the order of the non-electoral and electoral treatments. That is, some women may decide not to run in Part 3 because they had already volunteered in Part 2. Although this is unlikely because we randomly select one part for payment, making the decisions in Part 2 and Part 3 independent decisions, the elimination of the gender difference in the \textit{TNO} treatment provides evidence against this interpretation.
appear to have uniquely electoral causes. Third, our findings suggest that women’s decisions are more sensitive to the institutional context: Eliminating differences in election aversion requires removing the strategic elements of campaigning (i.e., increasing the informativeness of the election) as well as removing (or reducing) the financial downsides to running for office (i.e., decreasing the relevance of expected competition).

To determine more carefully whether election aversion may be distinct from other (potentially related) gender-based factors, we next analyze the data generated by the Addition Task itself as well as from our incentivized belief and risk measurement tasks.

**Abilities**

We find no differences in the distribution of task performance by gender. Aggregating across all experimental conditions, the mean number of correct sums in Part 1 is 10.1 for men and 9.5 for women. This difference is not statistically significant ($p = 0.14$, two-tailed). Although there is a slight difference in the dispersion of the distributions (the standard deviation is 4.1 for men and 3.1 for women) that appears to be due to slightly heavier right tail for men (shown in Figure 5), a Kolmogorov-Smirnov test fails to reject the equality of distributions ($p = 0.66$). Thus, we find that men and women are equally qualified to be the group representative. Moreover, the fact that the distribution of scores is equal also rules out the possibility that stereotype threat is a relevant factor in our experiment. If it were, we would see women underperforming relative to men due to the extra psychological pressure of feeling judged by a negative, self-fulfilling stereotype. This does not appear to be the case.\(^{17}\)

\(^{17}\)In a post-experiment questionnaire, we also asked subjects to write what they thought the experiment was about. Only two subjects mentioned race but thought the experiment was about performance rather than elections. None of the subjects mentioned gender. These results suggest that we successfully avoided priming or cuing gender considerations.
Beliefs

The results of our belief elicitation task demonstrate that men and women hold nearly identical beliefs about the abilities of others. As the first four rows of Table 1 show, the mean guesses of the highest other group members are 12.7 for men and 12.8 for women; for the second highest are 10.5 and 10.6; for the third highest are 8.7 and 8.6; for the lowest are 7.0 and 6.7. The implied average belief is 9.7 for both men and women.\textsuperscript{18} None of these slight differences are statistically significant. Not only are mean beliefs by gender nearly identical, they are also quite accurate (compare the guesses to the actual scores shown in the right-hand column). Our experimental evidence therefore suggests that differences in beliefs about relative ability (e.g., that might arise from negative stereotypes about math abilities) do not explain the gender differences between candidate entry that we observe.

Turning next to beliefs about competitiveness, men and women also form indistinguishable beliefs about the decisions of others to join the pool of candidates. Although subjects of both genders tend to underestimate the number of volunteers and candidates, although subjects do not guess the averages directly, we can compute them from the set of beliefs we elicited.
Table 1: Beliefs

<table>
<thead>
<tr>
<th></th>
<th>Estimates</th>
<th>Actual</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Men</td>
<td>Women</td>
</tr>
<tr>
<td><strong>All treatments</strong></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Highest score</td>
<td>12.7</td>
<td>12.8</td>
</tr>
<tr>
<td>2nd highest score</td>
<td>10.5</td>
<td>10.6</td>
</tr>
<tr>
<td>3rd highest score</td>
<td>8.7</td>
<td>8.6</td>
</tr>
<tr>
<td>Lowest score</td>
<td>7.0</td>
<td>6.7</td>
</tr>
<tr>
<td>Average score</td>
<td>9.7</td>
<td>9.7</td>
</tr>
<tr>
<td><strong>Volunteer, Cost</strong></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Number of volunteers</td>
<td>2.2</td>
<td>2.4</td>
</tr>
<tr>
<td>Average volunteer score</td>
<td>10.0</td>
<td>10.2</td>
</tr>
<tr>
<td><strong>Volunteer, No Cost</strong></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Number of volunteers</td>
<td>2.6</td>
<td>2.6</td>
</tr>
<tr>
<td>Average volunteer score</td>
<td>10.5</td>
<td>10.3</td>
</tr>
<tr>
<td><strong>Election, Chat + Cost</strong></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Number of candidates</td>
<td>2.0</td>
<td>1.8</td>
</tr>
<tr>
<td>Average candidate score</td>
<td>9.3</td>
<td>9.8</td>
</tr>
<tr>
<td><strong>Election, Chat + No Cost</strong></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Number of candidates</td>
<td>2.3</td>
<td>2.2</td>
</tr>
<tr>
<td>Average candidate score</td>
<td>11.0</td>
<td>9.6</td>
</tr>
<tr>
<td><strong>Election, Truth + Cost</strong></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Number of candidates</td>
<td>1.9</td>
<td>2.0</td>
</tr>
<tr>
<td>Average candidate score</td>
<td>10.0</td>
<td>10.8</td>
</tr>
<tr>
<td><strong>Election, Truth + No Cost</strong></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Number of candidates</td>
<td>2.3</td>
<td>2.6</td>
</tr>
<tr>
<td>Average candidate score</td>
<td>9.7</td>
<td>11.0</td>
</tr>
</tbody>
</table>

Note: p values are for two-tailed difference in means tests
there are no statistically significant differences between their estimates. There are no differences in the implied average scores either. In general, we also find that beliefs appear to be responsive to the manipulation of the selection mechanism. For example, the mean number of expected volunteers or candidates and their average scores are higher in the treatments without costs and benefits than in the treatments with costs and benefits, as payoff maximization would imply. This suggests that subjects recognize the role that costs and benefits play in the willingness to represent one’s group and that they recognize that other subjects’ actions will depend on them as well. Gender differences in election aversion does not appear to be a matter of men and women perceiving their competition differently.

**Risk Preferences**

We find that in our risk elicitation task, women tend to choose the safer option more often than men. Recall that we designed our second incentivized measurement task so that subjects faced a series of gambles that capture the monetary risk involved with the decision to volunteer. Figure 6 shows the percentage of men and women who chose the safer (less risky) option for each of the nine binary choices. Consistent with expected payoff maximization, we find that as the expected value of the risky option increases relative to the safer option (as \( x \) increases), the proportion choosing the safer option decreases, and this pattern holds for both men and women. The fact that 72% of men and 79% of women choose the safer option when A and B are equal in expected value (when \( x = 5 \)) suggests that both genders exhibit some degree of risk aversion.

When there is a tradeoff between the higher expected value of the risky option and the lower risk of the safer option (the lotteries where \( x > 5 \)), we see that women are more likely to choose the safer option than men; all of these gender differences are statistically significant. When the expected benefit of choosing the risky option is greatest (for \( x = 9 \)), the proportion of men who chose the safer gamble drops to 18% while the proportion of women who made the same choice is twice as high, at 36%. On average, the total number of
safe choices is higher for women (6.1) than for men (5.4), and this difference is statistically significant. Thus, consistent with previous research on behavioral measures of risk preference, we find that women exhibit greater risk aversion than men.

However, the fact that men and women differ in their risk preferences does not, in and of itself, implicate differential risk aversion as responsible for differences in candidate entry decisions. Given that men and women have the same abilities and the same beliefs about others, differences in risk preferences should lead women to volunteer less than men in the VNO and VCB conditions, especially given that the randomness of the selection process helps to focus attention on the element of risk. But this is not what we found. Because we see gender differences only in the election condition, this casts doubt on the explanation that risk aversion accounts for differences in candidate entry.\textsuperscript{19}

\textbf{Probit Analysis}

We next estimate a series of probit regression models to more carefully assess how changes in the selection mechanism, task ability, beliefs, and risk preferences independently affect the

\textsuperscript{19}Furthermore, in additional analysis (reported in the Appendix), we find that a survey measure of risk attitudes based on Kam (2012) is not correlated with election aversion.
decision to enter the pool of potential representatives.\textsuperscript{20} We estimate the models separately for men and women so that we can investigate whether these factors affect their decisions differently. The first model, reported in Table 2, includes task ability and an indicator variable for each selection condition (\textit{VCB, CNO}, etc), with \textit{VNO} as the omitted category. The results show that while men and women are equally sensitive to task performance and equally responsive to the addition of costs in the \textit{VCB} condition, women are sensitive to the electoral context whereas men are not. Even when controlling for task ability, women are less likely to run in all of the election treatments except for the \textit{TNO} condition.

In the second model, we add the elicited measures of beliefs about the number of other volunteers/candidates, their implied average scores, and a measure of risk aversion. Beliefs affect the decisions of both men and women in similar ways, while risk aversion is not significant. But adding these measures to the statistical model leads to only a small decrease in the estimated coefficients for the election effects for women and does not eliminate them, meaning that beliefs and risk aversion cannot account for women’s responsiveness to electoral considerations. This responsiveness remains in a third specification in which we add interaction terms that allow subjects’ responsiveness to task ability to vary across selection mechanisms. Overall, our analysis demonstrates that election aversion among women seems to be a robust behavioral phenomenon that cannot be explained by differences in ability, differences in beliefs, or differences in risk aversion.

\textsuperscript{20}In the analysis, we stack the data so that the dependent variable is the \textit{Choice} to represent so that there are two observations for each subject (one for the choice to volunteer in Part 2 and one for the choice to be a candidate in Part 3). This allows us to estimate both the between- and within-subjects effects within the same statistical model. The scores are mean-adjusted so that the average score variable is 0; we do this to make the treatment coefficients more interpretable when we include interactions in the model (as the shift in the probability of entry by an average member). To correct for within-subject dependence, we cluster the standard errors by individual. See the Appendix for complete details and additional analysis showing that the results reported here are robust to alternative specifications.
Table 2: Probit analysis of volunteer and candidate entry choices

<table>
<thead>
<tr>
<th></th>
<th>Men</th>
<th></th>
<th>Women</th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td>Score</td>
<td>0.16*</td>
<td>0.36*</td>
<td>0.31*</td>
<td>0.12*</td>
</tr>
<tr>
<td></td>
<td>(0.03)</td>
<td>(0.05)</td>
<td>(0.07)</td>
<td>(0.03)</td>
</tr>
<tr>
<td>Volunteer Cost</td>
<td>-0.38</td>
<td>-0.24</td>
<td>-0.15</td>
<td>-0.39</td>
</tr>
<tr>
<td></td>
<td>(0.23)</td>
<td>(0.25)</td>
<td>(0.26)</td>
<td>(0.21)</td>
</tr>
<tr>
<td>Election Chat-Cost</td>
<td>-0.21</td>
<td>-0.04</td>
<td>-0.05</td>
<td>-1.03*</td>
</tr>
<tr>
<td></td>
<td>(0.28)</td>
<td>(0.31)</td>
<td>(0.32)</td>
<td>(0.25)</td>
</tr>
<tr>
<td>Election Chat-No Cost</td>
<td>-0.33</td>
<td>-0.16</td>
<td>-0.12</td>
<td>-0.71*</td>
</tr>
<tr>
<td></td>
<td>(0.27)</td>
<td>(0.30)</td>
<td>(0.29)</td>
<td>(0.21)</td>
</tr>
<tr>
<td>Election Truth-Cost</td>
<td>-0.39</td>
<td>-0.11</td>
<td>0.07</td>
<td>-0.85*</td>
</tr>
<tr>
<td></td>
<td>(0.27)</td>
<td>(0.29)</td>
<td>(0.33)</td>
<td>(0.25)</td>
</tr>
<tr>
<td>Election Truth-No Cost</td>
<td>0.08</td>
<td>0.26</td>
<td>0.32</td>
<td>-0.16</td>
</tr>
<tr>
<td></td>
<td>(0.28)</td>
<td>(0.28)</td>
<td>(0.35)</td>
<td>(0.26)</td>
</tr>
<tr>
<td>Safe Choices</td>
<td>-0.07</td>
<td>-0.06</td>
<td>-0.08</td>
<td>-0.09</td>
</tr>
<tr>
<td></td>
<td>(0.05)</td>
<td>(0.05)</td>
<td>(0.05)</td>
<td>(0.05)</td>
</tr>
<tr>
<td>Believed Number Others</td>
<td>0.34*</td>
<td>0.34*</td>
<td>0.51*</td>
<td>.53*</td>
</tr>
<tr>
<td></td>
<td>(0.09)</td>
<td>(0.08)</td>
<td>(0.08)</td>
<td>(0.08)</td>
</tr>
<tr>
<td>Believed Average Score</td>
<td>-0.26*</td>
<td>-0.26*</td>
<td>-0.18*</td>
<td>-0.18*</td>
</tr>
<tr>
<td></td>
<td>(0.05)</td>
<td>(0.05)</td>
<td>(0.04)</td>
<td>(0.04)</td>
</tr>
<tr>
<td>Vol Cost x Score</td>
<td>0.08</td>
<td></td>
<td>-0.15</td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.08)</td>
<td>(0.08)</td>
<td>(0.11)</td>
<td>(0.11)</td>
</tr>
<tr>
<td>Elect Chat-Cost x Score</td>
<td>0.02</td>
<td></td>
<td>-0.03</td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.09)</td>
<td>(0.09)</td>
<td>(0.11)</td>
<td>(0.11)</td>
</tr>
<tr>
<td>Elect Chat-No Cost x Score</td>
<td>-0.03</td>
<td></td>
<td>-0.17</td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.07)</td>
<td>(0.07)</td>
<td>(0.10)</td>
<td>(0.10)</td>
</tr>
<tr>
<td>Elect Truth-Cost x Score</td>
<td>0.19</td>
<td></td>
<td>-0.16</td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.12)</td>
<td>(0.12)</td>
<td>(0.11)</td>
<td>(0.11)</td>
</tr>
<tr>
<td>Elect Truth-No Cost x Score</td>
<td>0.06</td>
<td></td>
<td>-0.27**</td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.12)</td>
<td>(0.12)</td>
<td>(0.13)</td>
<td>(0.13)</td>
</tr>
<tr>
<td>Constant</td>
<td>1.04*</td>
<td>3.48*</td>
<td>3.35*</td>
<td>1.05*</td>
</tr>
<tr>
<td></td>
<td>(0.18)</td>
<td>(0.69)</td>
<td>(0.70)</td>
<td>(0.15)</td>
</tr>
<tr>
<td>Log likelihood</td>
<td>-162.01</td>
<td>-135.9</td>
<td>-133.57</td>
<td>-193.85</td>
</tr>
<tr>
<td></td>
<td></td>
<td></td>
<td>-157.71</td>
<td>-154.25</td>
</tr>
<tr>
<td>N</td>
<td>346</td>
<td>346</td>
<td>346</td>
<td>354</td>
</tr>
</tbody>
</table>

* p < 0.05. Each column reports coefficient estimates for a separate probit regression model. Robust standard errors clustered by subject in parentheses.
Social Preferences

Up to this point, we have interpreted our experimental results in light of a seemingly narrow theory of individual payoff maximization. But previous research suggests that men and women differ in their level of prosociality (Andreoni and Vesterlund 2001, Eckel and Grossman 1998), finding also that such differences can be context dependent (Croson and Gneezy 2009). Would expanding our theoretical framework to include other-regarding or social preferences therefore help to explain why women’s entry decisions are responsive to the institutional context and to electoral factors in particular?

In this section, we analyze several specific forms of social preferences. We argue that social preferences such as altruism, inequality aversion, and “warm glow” motivations cannot explain our findings. As we explain, the payoff structure and institutional manipulations in our experiment effectively rule them out. However, it is possible that differences in honesty or trust might explain differences in candidate entry decisions.\textsuperscript{21} It is important to note that these latter factors do not constitute alternative explanations, as they operate specifically in the electoral context, but rather provide potential mechanisms for election aversion.

Altruism

In the VNO, CNO, and TNO conditions, any potential gender differences in altruism or inequality aversion are irrelevant to the decision to volunteer or run for office when there are no private costs or benefits to the representative. Indeed, we designed the incentives in the experiment such that individual and group incentives are completely aligned. Doing what is best for oneself is exactly the same as doing what is best for the group.\textsuperscript{22} If an above

\textsuperscript{21}We do not consider reciprocity. Unlike the trust game, ultimatum game, or repeated social dilemmas, the group representation decision in our experiment provides no opportunities for cooperation or reciprocal altruism.

\textsuperscript{22}To specify formally how other-regarding preferences such as altruism would affect the decision, let $\alpha \in [0,1]$ denote the weight that subject $i$ places on the payoffs of the other members of her group, where $\alpha = 0$ indicates that $i$ is completely selfish and $\alpha = 1$ indicates that she consider the payoff of each group member to have equal weight as her own. In the VNO condition, the decision rule is identical for all possible values of $\alpha$: Volunteer if and only if one’s score is above average. Similarly, the decision rules in the CNO
average individual volunteers, she raises the expected value of the representative’s score, which increases her own expected payoff. But note that doing so raises the expected payoff of all fellow group members as well. Similarly, if a below average individual volunteers, she lowers her own expected payoff but also harms the group by lowering the expected payoffs of every group member. Thus, when there are no private costs or benefits, differential altruism cannot explain differences in behavior because selfish and altruistic individuals would do the same thing.

The argument against inequality aversion is similar. If an individual is inequality averse, she has a preference for outcomes in which every group member’s payoff is more similar than dissimilar. That is, she simply prefers outcomes in which there is less inequality. But the decision to volunteer has no effect on the inequality of outcomes. This is because increasing or decreasing the representative’s score has an equal effect on every member’s payoff. Because altruism and inequality aversion are irrelevant in the no cost conditions, the differences we observe between the VNO, CNO, and TNO conditions cannot be attributed to differences in social preferences between men and women.

Once we introduce private costs and benefits in the VCB, CCB, and TCB conditions, altruistic preferences begin to have some theoretical relevance, but do not provide a satisfactory explanation for women’s behavior. First, the effects of altruism should be relatively small in magnitude because they are limited to how an individual weighs the costs and benefits of office. And they occur only at the margin, as volunteer and candidate entry decisions will still largely be determined by whether one has a relatively high or low score. Second, given a sufficient level of competition, greater altruism would predict a higher probability of becoming a volunteer or candidate. Moreover, differences in altruism would also have the

\[ \alpha \] represents the relative weight that a subject places on others’ payoffs, the decision rule is to volunteer if \[ s_i \geq E[v_j] + \frac{4n+2n-2}{1+6n} \], where \( n \) is the belief about the number of other group members that have volunteered. Here, the effect of altruism (increasing \( \alpha \)) depends on the number of other volunteers expected. When \( n \leq 1 \), then the more other-regarding a subject is, the less likely she is to volunteer (allowing someone else to obtain the benefit of being selected). But when \( n > 1 \), she is more likely to volunteer because the social cost of volunteering is small relative to the social benefit of increasing everyone’s payoffs.
same effects on the volunteer decision as on the candidate entry decisions. The observation that women are less likely to become candidates (holding beliefs constant) coupled with the observation that women make different decisions in the VCB condition than they do in the CCB or TCB conditions suggests that their behavior cannot be attributed to greater other-regarding considerations.24

Another form of altruism is the “warm glow” theory (Andreoni 1990). Instead of caring directly about others’ payoffs, an individual might receive personal satisfaction from choosing an action that is perceived as benefitting others. In our experiment, subjects might receive an unobserved psychological benefit (rather than a monetary benefit) from serving others as the group representative. Individuals motivated by such “warm glow” are therefore more likely to be candidates or volunteers than others. Note that being the representative in the volunteer and the election conditions entails the identical task and therefore involves serving others in exactly the same way. If women are motivated by a stronger sense of “warm glow” altruism than men, then we would expect their behavior to be the same as volunteers and as candidates: They would be more likely to volunteer and be more likely to become candidates. But this is not what we observe (as we just noted with respect to pure altruism), thus ruling out “warm glow” as an explanation of women’s behavior.

Trust and Honesty

The kinds of social preferences that might predict different behavior in electoral environments pertain to trust and honesty. Although trust is a broad concept with many dimensions (e.g., Glaeser et al. 2000, Wilson and Eckel 2011), the particular form that may be relevant in our experiment is the expectation that others will portray themselves honestly. In other words, men and women might have different levels of trust that other candidates will engage in truthful campaign behavior. This form of trust is very similar to what we mean by

24 As an additional check to see whether altruistic or pro-social attitudes might be correlated with behavior, we included several personality batteries with additional sessions of the CCB treatment and found that none of the resulting personality scales mediate election aversion among women. See the Appendix for details of this analysis.
the informativeness of campaigns. If women are less likely to “trust” that others will be honest, then they will believe campaigns to be less informative and, as we explained in our theoretical analysis, we would observe that women are less likely to become candidates when there is a Chat campaign than a Truthful campaign. (Of course, such trust plays no role in the decision to volunteer, so differences in trust cannot explain volunteering decisions, only candidate decisions.) Although we do not have direct evidence for subjects’ trust about campaigns, we do find that increasing the truthfulness of campaigns (in the absence of costs) increases the entry of women candidates, which is consistent with how trust might influence decisions.

An additional consideration is the degree to which one is willing to lie (Gneezy 2005) or, relatedly, the degree to which one expects lies to be believed. Suppose, for example, that candidates believe that campaigns tend to be dishonest and that candidates can win by inflating their scores. Even if a potential candidate is confident that she is among the highest ability performers and therefore believes it is in both her own and her group’s best interest to be the representative, she may be unwilling to do so if she is lying averse—that is, if she bears high psychological costs for lying or if she places a high value on acting honestly. If women are more averse to lying than men (e.g., Dreber and Johannesson 2008), then they would be more likely than men to avoid running for office in order to avoid incurring the costs of lying. Note, however, that such differences can only arise in the Chat campaigns because Truthful campaigns are honest by design and the Volunteer decision involves no campaign; any effect of lying aversion must be specific to the campaign context. Indeed, our finding that women are less likely to run for office in the Chat environment than in the Truthful campaign environment is consistent with a lying aversion explanation, which suggests a potential social mechanism that might help explain election aversion.
Campaign Messages

The data hint at subtle gender differences in campaign styles, which provides suggestive evidence for the relevance of lying aversion. As we do not have messages from non-candidates, our data for campaign messages clearly suffer from selection bias, so we caution that we cannot draw any firm conclusions. Nevertheless, we performed a simple content analysis of campaign messages, identifying messages that contained specific numerical claims about performance (e.g., “I got 21 and 19 correct in the first two rounds”) and messages containing vague, but relevant, claims about mathematical ability (e.g., “I’m great at math!!!!!!!!!!!”). We also checked each numeric claim against the candidate’s actual scores in Parts 1 and 2 of the experiment to assess its truthfulness and coded whether messages exaggerated a candidate’s true performance and by how much.

<table>
<thead>
<tr>
<th></th>
<th>Chat CB</th>
<th>Chat NO</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Men</td>
<td>Women</td>
</tr>
<tr>
<td>Vague Messages</td>
<td>26%</td>
<td>20%</td>
</tr>
<tr>
<td>Numeric Messages</td>
<td>63%</td>
<td>65%</td>
</tr>
<tr>
<td>Exaggerated</td>
<td>20%</td>
<td>10%</td>
</tr>
<tr>
<td>Average Exaggeration</td>
<td>6.0</td>
<td>4.5</td>
</tr>
<tr>
<td>N</td>
<td>27</td>
<td>20</td>
</tr>
</tbody>
</table>

Table 3 presents a simple tabulation of these results by gender and treatment. While men and women write messages containing numeric claims at similar rates in the CCB treatment, men have a somewhat greater tendency to exaggerate their numerical messages and to exaggerate their scores by a greater amount. Interestingly, from an individual payoff-maximizing perspective, men tend to exaggerate “too much” whereas women tend to exaggerate “just enough” (relative to the possibility of losing the election to a higher ability group member, thereby obtaining a higher overall payoff from the representative’s perfor-
mance). In the CNO treatment, when there is no benefit to lying, the extent and degree of exaggeration decreases for both men and women. However, men still lie somewhat more than women and exaggerate by a greater amount. The proportion of numeric messages also increases slightly for men and decreases slightly for women. Thus, even when there is no material benefit to lying, men still seem lie too much.

The data also suggest that exaggerating works. In the CCB treatment, when candidates are prone to lying, the best candidate is elected in only 56% of the groups. In contrast, the best candidate is elected in 75% of groups in the CNO treatment. When candidates are precluded from lying in the truthful campaign treatments, the best candidate is elected in 94% of the groups in the TCB treatment and 100% of groups in the TNO treatment. We speculate that the noisiness of the campaign environment is, to a large extent, an important source of election aversion.

Conclusion

According to traditional democratic theory, elections are meant to be the catalyst for proper representation. They are what encourages representatives to translate their constituents’ interests into policy outcomes. Indeed, despite their ignorance, voters seem to do reasonably well in selecting representatives (Lau and Redlawsk 1997). But if voters do not face the full range of choices because the pool of candidates is limited, then democratic representation may not be able to reach its full potential. Diverse legislatures offer many potential benefits, but legislatures cannot be diverse if the pool of candidates is not diverse to begin with.

Focusing on gender, we find that women are less likely than men to run for office in a controlled, incentivized laboratory experiment where group members have common incentives to select the best representative. This gap cannot be explained by differences in objective task abilities, subjective beliefs about the abilities of others, or risk preferences. By carefully manipulating the details of the selection mechanism while holding other features
of the environment constant, we can confidently attribute the gender gap in our experiment to the particular context of campaigns and the costs of elections. Indeed, because the job of the representative is the same in all conditions of the experiment, we can infer that women are sensitive to the details of the selection process whereas men are not.

We suggest that election aversion may be an important behavioral source of women’s underrepresentation that is distinct from, but also complements, existing attitudinal and preference-based explanations. Indeed, our results are consistent with a growing body of literature in the behavioral sciences that seeks to explain that the dearth of women in a variety of important positions in society—not only in politics, but also in business leadership, science, and technology—is the result of not only external (e.g., Bowles, Babcock and Lai 2007), but also internal motivational factors (e.g., Babcock and Laschever 2003, Gneezy, Niederle and Rustichini 2003, Jones and Linardi 2012, Reuben et al. 2012). No doubt, the psychological mechanism and attitudinal correlates of election aversion are related to differences in decisions in other domains, but further research will be required to say exactly what these are. We suspect that election aversion may have to do with feelings of trust and honesty: a lack of trust in others to campaign honestly, in the accuracy of the electoral system to select the best representative, or an unwillingness to lie even if doing so might be necessary for groups to elect the best leaders. Election aversion may also be related to preferences for competition (Niederle and Vesterlund 2007). While the election itself does not exert greater competitive pressure on task performance (since good performance by the representative benefits everyone), campaigns and elections involve an element of political competition and social evaluation. Perhaps women avoid such social comparisons, even if doing so is costly to the group as a whole.

It is worth acknowledging that two factors that we held constant in the experiment—the perceived masculinity of the task and the mixed gender composition of groups—may
be relevant to a broader understanding of the gender gap in the real world.\textsuperscript{25} It may very well be the case that women are deterred from running for office by the perception that politics is an activity in the masculine domain or that they are likely to have to compete against men in order to win elections. But we claim only that election aversion is a distinct contributing factor, not that it is unique. We cannot overemphasize the methodological point that experimental control is critical to making this inference. Because the Addition Task and mixed gender groups are held constant, these features cannot explain the differences in behavior across institutions. Nevertheless, we agree that these features of politics might contribute to the gender gap among actual candidates in political settings and may be necessary conditions for election aversion. But importantly, our analysis also demonstrates that it is possible to eliminate the gender gap without making the task of the representative more feminine or by imposing single sex competition, both of which would be impractical policy solutions. Instead, our results suggest that reforming electoral institutions with an eye toward encouraging a more diverse pool of candidates would require making truthtelling more incentive compatible or varying the compensation for public service so that potential candidates decide on the basis of their policymaking abilities rather than the perks of office or the burdens of campaigning.\textsuperscript{26} Such reforms, however, seem difficult enough and unlikely to materialize.

References


\textsuperscript{25}We ran additional sessions of the CCB treatment with only women subjects to test whether removing mixed gender competition affects women’s election aversion and found that it has no effect. See the “Mixed Gender Competition and Attitudes” section of the Supplemental Information.

\textsuperscript{26}For example, see Maestas et al. (2006) on the influence of costs and benefits on ambition and Fulton et al. (2006) for analysis of gender differences.


